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Abstract

Combining multiple classi�ers is an e�ective technique for improving accu-
racy. There are many general combining algorithms, such as Bagging, Boosting,
or Error Correcting Output Coding, that signi�cantly improve classi�ers like
decision trees, rule learners, or neural networks. Unfortunately, these combin-
ing methods do not improve the nearest neighbor classi�er. In this paper, we
present MFS, a combining algorithm designed to improve the accuracy of the
nearest neighbor (NN) classi�er. MFS combines multiple NN classi�ers each
using only a random subset of features. The experimental results are encourag-
ing: On 25 datasets from the UCI Repository, MFS signi�cantly outperformed
several standard NN variants and was competitive with boosted decision trees.
In additional experiments, we show that MFS is robust to irrelevant features,
and is able to reduce both bias and variance components of error.

Keywords: multiple models, combining classi�ers, nearest neighbor, feature se-
lection, voting.
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1 Introduction

The nearest neighbor (NN) classi�er is one of the oldest and simplest methods for per-
forming general, non-parametric classi�cation. It can be represented by the following
rule: to classify an unknown pattern, choose the class of the nearest example in the
training set as measured by a distance metric. A common extension is to choose the
most common class in the k nearest neighbors (kNN).

Despite its simplicity, the nearest neighbor classi�er has many advantages over
other methods. For example, it can learn from a small set of examples, can incremen-
tally add new information at runtime, and can give competitive performance with
more modern methods such as decision trees or neural networks.

Since its inception by Fix and Hodges [25], researchers have investigated many
methods for improving the NN classi�er, but most work has concentrated on changing
the distance metric or manipulating the patterns in the training set [4, 19]. Recently,
researchers have begun experimenting with general algorithms for improving classi�-
cation accuracy by combining multiple versions of a single classi�er, also known as a
multiple model or ensemble approach. The outputs of several classi�ers are combined
in the hope that the accuracy of the whole is greater than the parts. Unfortunately,
many combining methods do not improve the NN classi�er at all. For example, nei-
ther Bagging nor Error Correcting Output Coding (ECOC) improves the NN classi�er
[9, 44].

In this paper, we present a new method of combining nearest neighbor classi�ers
with the goal of improving classi�cation accuracy. Our approach uses random fea-
tures for the individual classi�ers. In contrast, other combining algorithms usually
manipulate the training patterns (Bagging, Boosting) or the class labels (ECOC).

In the next section, we discuss current ensemble approaches and their limitations
with respect to the nearest neighbor classi�er. In Section 3 we describe the algorithm
and investigate its time and space complexity. In Section 4 we evaluate the algorithm
on datasets from the UCI repository for accuracy, computational complexity, and
robustness to irrelevant features. Next, in Section 5 we analyze the algorithm's bias
and variance components of error. In Section 6, we discuss related work, and follow
it by conclusions and future directions in Section 7.

2 Limitations of Existing Ensemble Methods

An ensemble of classi�ers must be both diverse and accurate in order to improve
accuracy of the whole. We require diversity to ensure that all the classi�ers do not
make the same errors. If the classi�ers make identical errors, then these errors will
propagate through voting to the whole ensemble. We require accuracy to ensure that
in the ensemble vote, too many poor classi�ers do not drown out the votes of correct
classi�ers.

Hansen and Salamon [28] formulated these diversity and accuracy requirements
precisely: They showed that under simple voting, if all models have the same proba-
bility of error, the probability of error is less than 50%, and the errors are independent,
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then the overall error by voting will decrease monotonically with increasing number
of models. Ali and Pazzani [5] veri�ed these results by showing that uncorrelated
errors led to improved ensemble performance.

There are many methods for creating an ensemble with the above properties. We
will examine two main families of ensemble generation algorithms: sampling and error
correcting output codes. We will discuss each one in the context of nearest neighbor
classi�ers.

2.1 Sampling Training Patterns

The most straightforward method for developing a set of classi�ers is to train each
one on a di�erent set of patterns. The implicit assumption is that using di�erent
training sets will decorrelate the errors enough to improve performance.

Many researchers have experimented with sampling from the original training set
to generate new datasets for the classi�ers to learn on. Some sampling methods
include: sampling with replacement [9], sampling without replacement [33], adaptive
sampling [26], and mutually exclusive partitioning [13].

Bagging [9], which uses sampling with replacement, is one of the best known
methods for generating a set of classi�ers. Analyzing Bagging provides some insights
as to why sampling the training set is not e�ective with nearest neighbor classi�ers.

Bagging is a general method of combining classi�ers that can be applied to any
base method. In Bagging we create n datasets by sampling patterns with replacement
from the original training set. Each of the n datasets has the same number of patterns
as the original training set. This sampling method (bootstrap sampling) results in
each pattern appearing in a given dataset with approximately 63.2% probability (see
[9] for a detailed explanation). We then train a classi�er on each dataset and combine
their outputs using simple voting.

Bagging has obtained impressive error reductions with decision trees such as
CART [9] and C4.5 [41, 26] on a wide range of datasets. However, when Breiman
[9] applied Bagging to the nearest neighbor classi�er he found no di�erence in per-
formance between the bagged and non-bagged classi�ers. He makes the following
comment on when we can expect Bagging to improve classi�cation:

The vital element is the instability of the prediction method. If perturbing
the learning set can cause signi�cant changes in the predictor constructed,
then bagging can improve accuracy.

Perturbing the training set by bootstrap sampling does not change the nearest
neighbor classi�er signi�cantly. Since each pattern appears in approximately 63.2%
of the n datasets, the nearest neighbor will be exactly the same in 63.2% of the NN
classi�ers. This results in high error correlation.

Alternatively, consider what happens when we add a single pattern to the training
dataset. For the NN classi�er the new pattern can change the classi�cation in just a
small local region around the point. In comparison, in a decision tree the addition of
a single point may cause a di�erent feature to be selected for splitting resulting in an
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entirely di�erent subtree. This is especially true as we descend the tree in a separate
and conquer approach and each node has fewer patterns to measure the splitting
criterion.

The stability of the NN classi�er to the variations of patterns in the training set
makes it unlikely that other methods that involve any signi�cant degree of resampling
or replication of patterns would work well.

Exclusive partitioning of patterns may help avoid some of the error correlation
problems; however, it has problems with �nite amounts of data. In particular, as we
increase the number of partitions (and reduce the size of each) the training sets will
become less similar. This should aid in decorrelating error, however, the accuracy of
the individual classi�ers will also decrease because they have less data to train from.
Conversely, if we choose to use a small number of classi�ers each with a large number
of patterns the training sets become more similar and this may prevent the classi�ers
from generating di�erent hypotheses.

A popular alternative to Bagging is Boosting, which uses adaptive sampling of
patterns to generate the ensemble. In Boosting [26], the classi�ers in the ensemble
are trained serially, with the weights on the training instances set adaptively accord-
ing to the performance of the previous classi�ers. If the classi�er does not directly
support weighted instances, this can be simulated by sampling from the training
set with probability proportional to an instances weight. The main idea is that the
classi�cation algorithm should concentrate on the di�cult instances.

Boosting can generate more diverse ensembles of decision trees than Bagging does
because of its ability to manipulate the input distributions [21]. However, it is not
clear how one should apply Boosting to the NN classi�er for the following reasons:
(1) Boosting stops when a classi�er obtains 100% accuracy on the training set, but
this is always true for the NN classi�er. (2) Increasing the weight on a hard to classify
instance does not help to correctly classify that instance as each prototype can only
help classify its neighbors, not itself.

Freund and Schapire [26] applied a modi�ed version of Boosting to the NN classi-
�er that worked around these problems by limiting each classi�er to a small number of
prototypes. However, their goal was not to improve accuracy, but to improve speed
while maintaining current performance levels. In their boosted NN classi�er, each
weak hypothesis was de�ned by a set of prototypes and a mapping to class labels. In
each round of Boosting, additional training examples were added to the prototype set
until a prespeci�ed size was reached. They used 10 prototypes for the �rst hypothesis,
20 for the next, 40 for the third, and 80 for the next �ve, and 100 for any additional
hypotheses. They did not report any accuracy improvements on the NN classi�er
using all of the training patterns.

2.2 Error Correcting Output Codes

Error-correcting output coding (ECOC) proposed by Dietterich and Bakiri [22] is a
method for creating and combining classi�ers for multi-class problems by decompo-
sition into multiple two class problems.

In ECOC we assign a codeword or binary string for each class. Each bit position

4



in the string corresponds to a binary function on the original space and represents
the separation of the classes into two disjoint sets. For example, given four classes:
A, B, C, and D, then the binary functions could correspond to separating fAg from
fBCDg, fBg from fACDg, or fADg from fBCg, and so on. For each position we
train a classi�er which learns to discriminate the two sets.

To classify an unknown pattern we present it to all of the classi�ers. With the
classi�er outputs we create a new string which corresponds to the unknown pattern.
We choose the class whose codeword is closest as measured by Hamming distance
to the new string. Given proper design, the output codes can tolerate errors in the
codeword bits or corresponding classi�ers, and hence improve accuracy in an ensemble
of classi�ers.

Dietterich and Bakiri showed that ECOC could improve decision trees and neural
networks on several multi-class problems from the UCI repository. In an investigation
of why ECOC improves performance for some classi�ers, Kong and Dietterich [34]
conclude that ECOC will not work with classi�ers that use local information such as
the kNN classi�er. Wettschereck and Dietterich [53] veri�ed that ECOC did not im-
prove local learners (generalized radial basis function networks [39]), on the NETtalk
problem [46].

ECOC fails to work for NN classi�ers because the errors are correlated across the
binary learning problems 1. For example, with the NN classi�er we predict the class
of the closest pattern. This pattern will be the same in all of the binary problems,
and hence if it gives the incorrect prediction, all the predictions will be incorrect.
This is 100% error correlation, exactly what we would like to avoid.

3 Classi�cation from Multiple Feature Subsets

The algorithm for nearest neighbor classi�cation from multiple feature subsets (MFS)
is simple and can be stated as:

Using simple voting, combine the outputs from multiple NN
classi�ers, each having access only to a random subset of fea-
tures.

We select the random subset of features by sampling from the original set of
features. We use two di�erent sampling functions: sampling with replacement, and
sampling without replacement. In sampling with replacement, a feature can be se-
lected more than once which we treat as increasing its weight.

Each of the NN classi�ers uses the same number of features. This is a parame-
ter of the algorithm which we set by cross-validation performance estimates on the
training set (see Section 3.1 for more details). Each time a pattern is presented for
classi�cation, we select a new random subset of features for each classi�er.

1There are variations on applying ECOC to NN classi�ers which do decorrelate errors [3, 44]. We
discuss these in Section 6.
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As an example, consider Fisher's iris plant classi�cation problem [24, 23]. In
this domain, we try to classify iris plants into their speci�c species: iris-setosa, iris-
virginica, and iris-versicolor, based on the following four features: petal length, petal
width, sepal length, and sepal width. With MFS we might use three NN classi�ers
each using a random subset of features. The �rst NN classi�er might use fpetal
length, sepal width, sepal lengthg, the second might use fpetal width, petal length,
sepal widthg, and the third might use fpetal width, sepal width, sepal widthg which
we would treat as fpetal width, 2 � sepal widthg.

Selecting di�erent feature subsets is an attempt to force the NN classi�ers to make
di�erent and hopefully uncorrelated errors. Although there is no guarantee that us-
ing di�erent feature sets will decorrelate error, Tumer and Ghosh [52] found that
with neural networks, selectively removing features could decorrelate errors. Unfor-
tunately, the error rates in the individual classi�ers increased, and as a result there
was little or no improvement in the ensemble. Cherkauer [14] was more successful,
and was able to combine neural networks that used di�erent hand selected features
to achieve human expert level performance in identifying volcanoes from images.

Error correlation is related to Breiman's [9] concept of stability in classi�ers: One
method of generating a diverse ensemble of classi�ers is to perturb some aspect of
the training inputs for which the classi�er is unstable. For example, Bagging [9]
perturbs the training patterns available to each classi�er in the ensemble. Since
decision trees are unstable to the patterns, Bagging generates a diverse and e�ective
ensemble. Nearest neighbor classi�ers are stable to the patterns, so Bagging generates
poor NN ensembles. Nearest Neighbor classi�ers, however, are extremely sensitive to
the features used. For example, Langley and Iba [35] found that adding just a few
irrelevant features could drastically change the NN classi�er's outputs (and reduce
accuracy). MFS attempts to use this instability to generate a diverse set of NN
classi�ers with uncorrelated errors.

As a �nal agrument for using random feature subsets to generate NN ensembles,
we can use Kappa-Error diagrams [17, 36] to compare and contrast random selection
of patterns and features. A Kappa-error diagram allows us to directly visualize the
diversity and accuracy of an ensemble of classi�ers. Each point represents a pair of
classi�ers in the ensemble: the x coordinate is the value of the Kappa statistic (how
much the classi�ers agree) and the y coordinate is the average error rate of the pair.

Formally, using Agresti's notation [1], Kappa (�) is de�ned as follows: Let �ij be
the probability that the two classi�ers choose class i and j respectively, then

� =
�o ��e

1��e

where �o =
P
�ii is the observed agreement of the two classi�ers, and �e =

P
�i+�+i

is the expected agreement if the classi�ers are independent of each other (�i+ and
�+i are the marginal probabilities of the �rst and second classi�ers picking class i).
Kappa is 0 if the classi�ers agree as much as expected by chance, and 1 if the classi�ers
always agree. Diversity increases with smaller Kappa values.

Figure 1 shows the Kappa-Error diagram for NN ensembles generated for the Iono-
sphere dataset by Bagging, randomly selecting 50 prototypes, and randomly selecting
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6 features. Bagging results in a cloud of points centered roughly about (0.825,0.15).
Using a smaller number of prototypes (50) for each classi�er increases diversity, but
also increases error rates. In comparison, using random feature subsets increases
diversity, but did not increase the error rates.
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Figure 1: Kappa-Error diagram of NN ensembles generated by Bagging, randomly
selecting 50 prototypes, and randomly selecting 6 features on the Ionosphere dataset.

The above discussion hopefully provides motivation for why we expect that MFS
will improve the accuracy of the nearest neighbor classi�er. However, there are three
dangers that we should be aware of when using the MFS:

1. Simple voting can only improve accuracy if the classi�ers select the correct class
more often than any other class. Breiman refers to this as order correctness. If
the classi�ers are not order correct, then simple voting will increase the expected
error. For two class problems, we require slightly more than 50% accuracy in
the voting classi�ers to improve accuracy. With multiple classes, the required
accuracy may drop as low as 1

C
where C is the number of classes.

2. The Bayes error rate can only increase by using a subset of features. This may
make it di�cult for the NN classi�ers used by MFS to meet the requirements
in point 1. For example, in a domain with highly interacting features, such as
the parity problem2, the Bayes error rate in any proper subset of features will
be 50% (as opposed to 0% for the full feature space). There is no guarantee
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that our subsets will have the necessary information for accurate classi�cation.

3. By using random subsets of features, the ensemble may lose the asymptotic
properties of the NN classi�er unless we allow the feature selection process to
degenerate into selecting all the features. Speci�cally, as the number of training
examples approaches in�nity the NN classi�er is bounded by twice the Bayes
error rate[18]. The kNN classi�er is Bayes optimal with proper choice of k [25].

3.1 Parameter Selection

The MFS algorithm has two parameter values that need to be set: the size of the
feature subsets, and the number of classi�ers to combine.

We set the subset size parameter based on cross-validation accuracy estimates on
the training set for the entire ensemble. We evaluated ten evenly spaced intervals
over the size of the original feature set. For example, if a domain had 34 features
then the subset sizes at 3,7,10,. . . ,34 were evaluated. In the case of ties, the smaller
value was chosen.

We set the number of classi�ers by evaluating the performance of MFS on seven
development datasets varying the number of classi�ers from 10 to 1000. Based on
the results, we set the number of classi�ers to 100 as a reasonable trade-o� between
computational expense and accuracy.

3.2 Time and Space Complexity

The nearest neighbor classi�er is often criticized for slow runtime performance and
large memory requirements. Using multiple nearest neighbor classi�ers could further
worsen the problem. In this section we will analyze the MFS algorithm to �nd its
time and space complexity.

3.2.1 Time Complexity

The time complexity of an algorithm is a measure of how much computation time
is needed to run the algorithm. We are concerned with two measures: classi�cation
time and training time.

Classi�cation time measures the computational expense in classifying a single
pattern. For the NN algorithm, we measure the distance between the test pattern
and each of the e examples in the training set (which may be edited to reduce its size
[4, 19]). Calculating the distance between two patterns is dependent on the number
of features f . This gives a total complexity of O(ef) for NN classi�cation3. For
the MFS algorithm, we call upon a NN classi�er n times, where n is the number of
classi�ers. We use only s features with s � f so the total complexity is O(nes).

2In the parity problem we want to classify a binary string as having an even or odd number of
1's

3This complexity assumes that the patterns are stored in a linear list or array. Researchers have
investigated a number of other approaches to speed up NN classi�cation for a given set of prototypes,
including using other data structures [27, 49] and approximate approaches [37].
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In addition to classi�cation time, we are also interested in learning or training time.
For the MFS algorithm, the only parameter that needs to be learned is an appropriate
subset size. We set the subset size by trying several (10) values and estimating the
future performance with leave one out cross-validation on the training set. The time
to classify each pattern with cross-validation is at most O(nef) since s � f . We have
e total patterns and v values so the the total time is O(nef(ev)) = O(ne2fv) where
v is the number of subset sizes we want to evaluate via cross-validation.

This training complexity is comparable to other learning algorithms: For example,
CN2 [16, 15], a rule based system which use beam search requires in the worst case
O(be2f2) where b is the beam size [16]. ID3, a decision tree algorithm, requires time
proportional to the product of the training set size, number of features, and the size of
the induced tree [40]. Both these learning times assume that the features are discrete
and can become much worse in continuous domains because of the need for repeated
sorting operations [12].

3.2.2 Space Complexity

Nearest neighbor methods store a set of prototypes in memory. For methods without
editing, this means that all the examples in the training set are stored taking up
equivalent memory to the size of the data set. This is equivalent to O(ef).

The MFS algorithm has the same requirements as the NN method { the entire
dataset must be stored in memory. However, each of the NN classi�ers in MFS does
not need its own copy of the dataset and can share a common dataset. MFS then uses
exactly the same amount of memory as the NN classi�er, regardless of the number of
classi�ers used. (Recall that the features are selected randomly at runtime.)

In contrast, other multiple classi�er systems with n models will usually require
n times the memory of a single classi�er. For many problems this amount of mem-
ory may not be signi�cant, but Dietterich [20] notes that on the Letter Recognition
dataset (available from the UCI repository) an ensemble of 200 decision trees obtained
100% accuracy but required 59 megabytes of storage! The entire dataset was only
712 kilobytes.

4 Experiments

Classi�cation algorithms are complex programs that interact with data in many un-
predictable ways. It is generally not possible to determine many properties of an
algorithm simply by looking at its description. Therefore, we resort to experimental
analysis.

4.1 Methods

We evaluated the performance of MFS using two di�erent sampling functions: sam-
pling with replacement (MFS1) and sampling without replacement (MFS2). We
compared these to six other algorithms: nearest neighbor (NN), k nearest neighbor
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(kNN), nearest neighbor with forward (FSS) and backward (BSS) sequential selec-
tion of features [2] and to a decision tree algorithm, C5.0, with (C5.0B) and without
Boosting.

All of the NN classi�ers used unweighted Euclidean distance for continuous fea-
tures and Hamming distance for symbolic features. Missing values were treated as
informative [50] and considered to be a speci�c symbolic value. In the case of contin-
uous features, a missing value is considered to have a distance of 1 to all non-missing
values. For the kNN classi�er, the value of k was set using cross-validation perfor-
mance estimates on the training set. For feature selection, we used cross-validation
accuracy on the training set for our objective function (also known as a wrapper
approach [32]). C5.0 was run with the default parameter settings. For C5.0 with
Boosting, we used 100 trials.

We evaluated the algorithms on twenty-�ve datasets from the UCI Repository of
Machine Learning Databases [8]. The datasets were chosen to include a wide range
of domains and are summarized in Table 1. The �rst seven datasets were used in the
development of the MFS algorithm.

In our experiments, we used 10-fold cross-validation without strati�cation. For
the NN classi�ers we scaled the continuous features in the training set of each fold to
[0; 1] and then applied the same transformation to the test set.

There were a few exceptions to this procedure: For Waveform, we used ten trials
with a random sample of 300 training cases and 4700 test cases to maintain consis-
tency with reported results [41]. For Satimage and Vowel, we used the original division
into a training and test set, so the results represent one run of each algorithm.

4.2 Accuracy

The error rates of the classi�ers are shown in Table 2. Table 3 presents the pairwise
win-loss-tie statistics between the algorithms and indicates which results are statisti-
cally signi�cant. The parameter selection results from training are listed in Appendix
A.

The results show that MFS is promising: MFS was much better than the single
model NN variants and C5.0, both in terms of the number of wins and in the size of the
accuracy improvements (which could be as large as 10%). MFS was also competitve
with boosted C5.0. Out of 25 domains, both MFS1 and MFS2 each did better than
C5.0B in 10 domains and were tied in several others. The di�erences in the win-loss-
tie statistics were not signi�cant under a two-tailed sign test. Finally both MFS1 and
MFS2 had a slightly lower error rate than C5.0B averaged over all domains.

The accuracy results indicate that although multiple model approaches can miti-
gate the base algorithm's biases (by generally improving accuracy), signi�cant di�er-
ences still show up in the combined models. For example, MFS2 was about 7% more
accurate than C5.0B on Sonar; the reverse is true for Automobile.

MFS1 performed poorly on Tic-Tac-Toe, having an error rate many times that of
the NN and kNN classi�ers. This is probably caused by the high amount of interaction
between the features4. We need to examine all the features to determine which side
has won. Taking a random subset of features does not make sense and would probably
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Table 1: Description of datasets: The percentage of missing values is the portion of
all feature-value pairs that are missing.

#attributes % missing
Name #examples #classes disc cont values
Glass 214 6 - 9 -
Hepatitis 155 2 13 6 5.7
Ionosphere 351 2 - 34 -
Iris 150 3 - 4 -
Liver-Disorders 345 2 - 7 -
Pima Diabetes 768 2 - 8 -
Sonar 208 2 - 60 -
Annealing 898 6 29 9 65.0
Automobile 205 7 10 15 1.2
Breast Cancer 286 2 9 - 0.3
Credit 690 2 9 6 0.6
German 1000 2 7 13 -
Horse-Colic 368 2 15 7 23.8
Labor 57 2 8 8 35.7
Lymphography 148 4 18 - -
Primary-Tumor 339 21 17 - 3.9
Satimage 4435/2000 6 - 36 -
Segment 2310 7 - 19 -
Soybean 683 19 35 - 9.8
Tic-Tac-Toe 958 2 9 - -
Vehicle 846 4 - 18 -
Vote 435 2 16 - 5.6
Vowel 528/462 11 - 10 -
Waveform 5000 3 - 21 -
Wine 178 3 - 13 -

lead to a greatly increased Bayes error rate for the individual classi�ers. MFS2 did
not experience the same degradation as MFS1 because sampling without replacement
usually degenerated into selecting all the features and hence performing similarly to
NN.

Comparing MFS1 to MFS2, it is not clear which classi�er performed better. MFS1
was better than MFS2 on 15 domains, worse on 8, and tied in 2. However, MFS2
had a slightly better average error rate as it did not have a catastrophic failure on
Tic-Tac-Toe. The sign test did not detect a signi�cant di�erence between them.

4Tic-tac-toe is a board game played on a 3 by 3 grid. There are two players X and O, who
alternate putting X's and O's on the board. In order to win a player must get three X's or O's in a
row. The Tic-Tac-Toe dataset contains the 958 legal tic-tac-toe endgame boards (assuming X moves
�rst). The classi�cation task is to determine if X won the game.
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Table 2: Classi�er error rates.

Domain NN kNN FSS BSS MFS1 MFS2 C5.0 C5.0B
Glass 34.1 32.2 30.4 28.0 22.4 22.4 31.8 23.4
Hepatitis 18.7 20.7 18.1 21.3 17.4 18.7 23.9 17.4
Ionosphere 13.1 13.1 12.0 11.1 5.7 6.6 8.8 5.4
Iris 4.7 4.7 6.0 6.7 4.7 5.3 4.7 4.7
Liver-Disorder 35.9 40.0 49.0 38.6 35.4 36.8 35.1 31.6
Pima Diabetes 30.1 27.5 32.2 31.1 28.0 27.5 26.2 25.4
Sonar 16.4 16.4 19.7 15.4 12.5 11.1 25.6 18.4
Annealing 1.2 1.2 0.8 1.1 0.9 0.9 8.9 8.9
Automobile 24.4 24.4 21.5 21.0 21.5 20.0 18.5 13.0
Breast Cancer 29.7 30.4 28.3 29.7 26.6 29.0 25.5 25.5
Credit 19.9 15.2 14.1 20.0 14.8 15.2 15.4 15.2
German 28.3 26.5 29.1 29.9 26.2 25.6 27.5 24.5
Horse-Colic 26.6 19.3 15.2 23.4 16.6 17.4 15.0 15.0
Labor 7.0 5.3 19.3 8.8 5.3 3.5 17.5 14.0
Lymphography 18.9 18.2 25.7 16.9 18.2 16.2 27.0 17.6
Primary-Tumor 60.2 53.4 64.0 62.2 56.3 56.9 57.8 57.8
Satimage 10.5 9.6 12.0 10.6 8.5 9.0 14.6 9.3
Segment 5.8 5.8 3.3 2.6 2.6 2.7 3.5 1.6
Soybean 8.2 8.6 7.6 8.1 6.9 7.5 7.9 7.9
Tic-Tac-Toe 0.9 0.9 9.1 0.9 7.5 1.2 16.6 0.8
Vehicle 30.4 29.1 33.7 27.4 26.8 27.9 29.6 24.0
Vote 7.6 8.1 4.4 5.5 5.3 5.5 3.2 3.2
Vowel 43.7 43.7 52.4 45.9 39.8 39.6 61.5 50.9
Waveform 24.8 18.0 28.3 25.7 18.5 18.8 28.9 17.9
Wine 5.1 2.8 10.1 5.1 1.1 1.7 6.2 2.8
average 20.2 19.0 21.9 19.9 17.2 17.1 21.6 17.4

4.3 Time Complexity

In Section 3.2, we analyzed the time complexity of MFS to show how the requirements
would change as a function of the number of examples and features. The analysis,
however, does not give any indication of actual running times for datasets on real
computers. Therefore, in Table 4 we show the following experimental timing results
for the three largest datasets used: (1) the classi�cation time for NN and MFS1,
(2) the training times for FSS, BSS, and MFS1, and (3) the combined times for
C5.0 and C5.0B. The times for the NN and variants were measured on an 200 MHz
Intel Pentium Pro processor; the times for C5.0 and C5.0B were measured on a Sun
SPARCserver-1000 and represent both training and classi�cation time. Classi�cation
time for kNN, FSS, BSS are not shown here but were almost identical to the NN
times [7].
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Table 3: Win-Loss-Tie statistics: Each cell lists the number of wins, losses, and ties
between the row and column algorithm. Cells in bold indicate di�erences signi�cant
at the 95% con�dence level using a two-tailed sign test. Asterisks (*) represents
di�erences that are signi�cant with Bonferroni corrections to control Type I error for
multiple tests: i.e. � = 0:05=28.

kNN FSS BSS MFS1 MFS2 C5.0 C5.0B
NN 5-12-8 14-11-0 11-11-3 1-23-1* 3-21-1* 10-14-1 4-20-1*

kNN 14-11-0 12-12-1 4-18-3 4-19-2 14-10-1 5-17-3
FSS 9-16-0 4-20-1* 6-19-0 12-13-0 3-22-0*

BSS 3-21-1* 3-21-1* 13-12-0 5-20-0

MFS1 15-8-2 18-6-1 10-13-2
MFS2 18-7-0 10-14-1
C5.0 0-18-7*

The results are surprising because MFS was much faster in classi�cation than
we expected. MFS uses 100 NN classi�ers, and given our serial implementation,
we expected MFS to take 100 times as long as the NN classi�er. However, in our
experiments MFS was only slower by a factor of �ve. We attribute this speed-up to
storing the di�erence in feature values between the test pattern and all patterns in
the training set (i.e. in d(x;y) = (

P
f(xf � yf )2)

1

2 , we calculate (xf � yf)2 only once
and then use the result for all the classi�ers that require it).

Without knowledge of the intended application, we cannot say if the speed of MFS
is adequate. However, given these timing results, clearly if one is willing to wait a
few seconds for a classi�cation decision, we can feasibly apply MFS to datasets with
tens of thousands of patterns.

Table 4: Time Requirements for NN and C5.0 algorithms: Classi�cation time is
per pattern; training time is for one trial (using either the given train/test or cross-
validation split). Note the time for C5.0 and C5.0B include both the training and
classi�cation time, but the classi�cation portion is minimal.

Classi�cation Training
Domain NN MFS1 FSS BSS MFS1 C5.0 C5.0B
Satimage 0.080s/pat 0.415s/pat 29.6h 12.2h 4.6h 22.8s 42.3m
Segment 0.022s/pat 0.136s/pat 1.3h 1.8h 51.2m 4.9s 8.5m
Annealing 0.026s/pat 0.103s/pat 1.8h 4.1h 15.5m 1.4s 1.1m
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4.4 Robustness to Irrelevant features

A major drawback of the NN classi�er is its sensitivity to irrelevant features. This
concerns us because the MFS algorithm uses multiple NN classi�ers and hence raises
the question: how will the ensemble behave when the dataset contains many irrelevant
features? If the accuracy of the individual NN classi�ers drops too low, simple voting
can increase the error rate. Since we are unsure of how the ensemble will behave, we
experimentally investigated the robustness of MFS to irrelevant features.

We used the same basic procedure in Section 4.1. We added 10, 20, and 30 boolean
irrelevant features to each of the datasets and then measured the accuracy of kNN
and MFS1.

Table 5 shows the results for �ve domains; additional results can be found in [7].
We did not directly compare FSS and BSS, because in initial test runs FSS performed
similarly to the case where there are no irrelevant features, and BSS performed very
badly being unable to overcome its poor starting position (i.e. many irrelevant fea-
tures).

As expected, irrelevant features always hurt both kNN and MFS to some degree.
However, the results are surprising because they reveal that on some domains kNN
is critically sensitive while MFS is stable. For example, on the Wine domain, adding
10 irrelevant features drops kNN's accuracy by over 20%, while MFS drops by about
3%. In general, MFS had only minor degradations in accuracy and was occasionally
very robust. For example, MFS's accuracy on Ionosphere degrades by so little, it is
still better on the dataset corrupted by 30 irrelevant features, than any of the other
NN variants on the original uncorrupted dataset.

One possible explanation for MFS's performance lies in how random voters a�ect
the margins of victory in simple voting. For simplicity, let us divide all voters into
two types: informed (using relevant features) and uninformed (random) voters. The
informed voters cast their ballots, and the winner will have a given margin of votes
compared to the next closest competitor. The uninformed, random voters then cast
their ballots. The random voters vote with equal probability and equal expectation
for all competitors (according to a multinomial distribution). In order for random
voting to change the outcome, the number of random votes for class X must meet the
following inequality: randvotes(X) � randvotes(trueclass) > margin(trueclass;X).
Unless the margins from the informed voters are small, this is unlikely to occur since
the E(randvotes(X)) = E(randvotes(trueclass)).

As a numerical example, consider a two class problem with �fty informed voters
and �fty random voters. The �fty informed voters cast their ballots and the outcome
is 30 votes for class A and 20 votes for class B. The �fty uninformed voters then cast
their ballots. In order for the uninformed voters to change the outcome of the vote
(class A wins) at least 30 must vote for class B. The probability that the decision
will change is approximately 8%.

This situation is analogous to what occurs when MFS is applied to domains with
irrelevant features. The NN classi�ers are the voters, and can become uninformed
and random when both of the following conditions are met: (1) the randomly selected
features are irrelevant, and (2) the occurrence of the classes in the training set are
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roughly equal (this is true in many of the UCI datasets). Note that if only the �rst
condition is met, the NN classi�er will be random but will choose classes roughly in
proportion to their frequencies in the training set.

Table 5: Error rates of kNN and MFS under corruption by irrelevant features.

kNN MFS1
Domain 0 10 20 30 0 10 20 30
Ionosphere 13.1 22.5 27.9 31.6 5.7 9.4 8.6 9.1
Iris 4.7 22.7 31.3 41.3 4.7 6.0 8.7 17.3
German 26.5 29.2 28.3 30.4 26.2 27.4 28.7 30.4
Vehicle 29.1 60.4 65.8 65.3 26.8 31.1 31.2 33.7
Wine 2.8 23.0 32.6 36.5 1.1 3.9 6.7 10.1

5 Bias-Variance Analysis of Error

The expected error of an algorithm can be divided into two components: bias which is
the consistent error that the algorithm makes over many di�erent runs, and variance

which is error that 
uctuates from run to run. This decomposition is a useful method
for explaining how changes to an algorithm a�ect the �nal error rates. It allows us to
decompose the error into meaningful components and to see how the error components
change with variations in the algorithm.

Several researchers have used the bias-variance analysis error to show how multiple
model approaches work. For example, both Breiman [10] and Schapire et al. [45]
showed that Bagging improves performance by reducing the variance component of
error. Kong and Dietterich [34] showed that ECOC could reduce both bias and
variance.

The bias variance decomposition of error originated in squared error for regression.
For classi�cation, 0-1 loss (misclassi�cation rate) is commonly used, but this does
not have a straightforward or unique decomposition. Recently, many authors have
proposed similar decompositions [11, 31, 33, 34, 51].

We used Kong and Dietterich's de�nitions [34]. They de�ne bias to be \the error
of the ideal voted hypothesis," which is the result we would get from combining an
in�nite number of classi�ers, each trained on an independent set of examples. Vari-
ance is the \di�erence between the expected error rate and the ideal voted hypothesis
error rate." Formally, where A is the algorithm, m is the training set size, x is the
unknown test point, f(x) is the class of x, f�(x) is the ideal voted hypothesis of the
algorithm A at x, and Error(A;m; x) is the expected error of algorithm A at x using
training sets of size m, then bias and variance are:

Bias(A;m; x) =

(
0 if f�(x) = f(x)
1 if f�(x) 6= f(x)

(1)
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Variance(A;m; x) = Error(A;m; x)� Bias(A;m; x) (2)

Note that the Bayes error is incorporated into the bias error. Also, the variance
can be negative. This occurs when the algorithm is usually wrong, but sometimes
predicts the correct class.

We investigated the bias-variance components of error on three datasets originally
used by Breiman [11] and later by Schapire et. al [45] to evaluate multiple model ap-
proaches. The datasets are two class problems, with the individual classes composed
of 20-dimensional gaussians (see Appendix B for exact parameter values).

We compared four classi�ers: NN, kNN, MFS1 with 1 classi�er (1-MFS1), and
MFS1 with 100 classi�ers. The NN classi�er is the control, to which we can compare
the kNN and MFS algorithms. 1-MFS1 should allow us to determine the changes to
the error components that are caused by random feature selection and the changes
that are caused by voting among multiple classi�ers.

We used a test set of 3000 instances and 100 independent training sets of size
300 to estimate the bias, variance, and error of the four classi�ers. We approximated
f�(x) by voting over the classi�ers trained on the 100 independent training sets. The
results are shown in Table 6.

Table 6: Bias-Variance decomposition of error.

Domain Optimal NN 1-MFS1 MFS1 kNN
Twonorm
bias 2.3 2.4 2.6 2.4 2.4
variance - 4.9 17.8 1.3 1.0
error 2.3 7.3 20.4 3.7 3.4

Threenorm
bias 10.5 10.5 11.6 10.45 11.2
variance - 13.6 22.5 6.3 4.4
error 10.5 24.1 34.1 16.8 15.6

Ringnorm
bias 1.3 47.1 4.6 3.7 47.1
variance - -7.9 25.8 2.0 -7.9
error 1.3 39.2 30.4 5.7 39.2

In Twonorm and Threenorm, selecting a single random subset of features (1-
MFS1) destabilizes the NN classi�er and causes the variance error to signi�cantly
increase. During voting (MFS1) the variance error is reduced to a much smaller
value than the variance of the original NN classi�er, thus reducing the overall error
signi�cantly.

5The value for bias should always be greater than or equal to the Bayes error rate (10.5%),
however, because of estimation error from �nite sample sizes, it is possible to obtain bias estimates
which are lower than the optimal bound.
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For Ringnorm, the feature selection process does a dramatic trade of bias for
variance. The bias error drops from 47.1% to only 4.6%, while the variance increases
from -7.9% to 25.8%. Voting then drops the variance to only 2% greatly improving
accuracy.

From these datasets, we see that MFS has two modes of operation: (1) decreasing
variance through voting, and (2) trading bias for variance through random feature
selection. Taken together, MFS is able to reduce both bias and variance components
of error.

In comparison to MFS, the kNN classi�er reduced only variance. On Twonorm
and Threenorm the error of NN was dominated by variance (the bias error was nearly
optimal) and likeMFS, kNN was able decrease error by reducing the variance. In fact,
kNN did a better job than MFS at variance reduction. On Ringnorm, the error of the
NN classi�er was dominated by bias and kNN was not able to improve performance.

6 Related Work

Although there is a large body of research on multiple model methods for classi�ca-
tion, very little speci�cally deals with combining NN classi�ers. We are only aware of
Skalak's [47, 48] work on combining NN classi�ers with small prototype sets, Alpay-
din's [6] work with condensed nearest neighbor (CNN) classi�ers [29], and Aha and
Bankert's [3] initial work on combining NN, feature selection, and ECOC which was
later expanded on by Ricci and Aha [44].

Skalak and Alpaydin approach the problem of combining NN classi�ers similarly.
They drastically reduce the size of each classi�er's prototype set to destabilize the
NN classi�er. Skalak investigated several di�erent strategies for �nding a reduced
prototype set and even pursued an approach called \radical destabilization" where
the NN classi�er has just a single prototype per class. He was able to improve
accuracy over the baseline NN classi�er in 10 of 13 UCI domains. Alpaydin used
dataset partitioning (bootstrap or disjoint) in combination with the CNN classi�er to
edit and reduce the prototypes. He also reported improvements (on �ve domains from
the UCI repository and one optical character recognition dataset) over the baseline
NN classi�er if the training sets were su�ciently small and thus able to generate
diverse classi�ers.

It is important to note that both of Alpaydin's and Skalak's work di�er signi�-
cantly from this article with respect to their performance goals. Their goals are to
both increase classi�cation accuracy and reduce computation time (by reducing the
number of prototypes for each classi�er), whereas MFS concentrates on improving
accuracy only. Accuracy and e�ciency are usually con
icting goals for nearest neigh-
bor classi�ers, since accuracy improves by increasing the number of prototypes, while
e�ciency improves by decreasing the number of prototypes.

Ricci and Aha [43, 42] (following [3]) applied ECOC to the NN classi�er (NN-
ECOC). Normally, applying ECOC to NN would not work as the errors in the two-
class problems would be perfectly correlated; however, they found that applying fea-
ture selection to the two-class problems decorrelated errors if di�erent features were
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selected. With this method they were able to improve performance on 7 of 10 domains
tested (7 from the UCI repository and 3 proprietary cloud classi�cation datasets), and
they noted that ECOC accuracy gains tended to increase with increased diversity
among the features selected for the two-class problems.

NN-ECOC is similar to MFS as they both use NN classi�ers with di�erent fea-
tures. They di�er in that NN-ECOC uses active selection of features (and output
coding) while MFS uses random selection. Ricci and Aha also analyzed NN-ECOC
for bias and variance and concluded that NN-ECOC reduces bias but slightly in-
creases variance. Unfortunately, because we used di�erent a de�nition of bias and
variance our results are not directly comparable.

Regardless of which method has better accuracy, MFS appears to have two main
advantages over NN-ECOC: (1) MFS is the simpler algorithm, and (2) MFS is not
constrained by ECOC to multiclass problems.

As a �nal note, Ho [30] independently proposed using random subsets of features
to create ensembles of decision trees. She reported that this method worked best
when the dataset had a large number of features and samples, and worked poorly
when the dataset had few features combined with a small number of samples or a
large number of classes. In contrast, for MFS, there was no clear pattern linking
dataset characteristics to performance gains.

7 Conclusions and Future Directions

In this article, we introduced MFS, an algorithm for combiningmultipleNN classi�ers.
In MFS, each NN classi�er has access to all the patterns in the original training set,
but only to a random subset of the features.

Our experiments showed that MFS was e�ective in improving accuracy, and was
even competitive with boosted decision trees, the current state of the art. But be-
yond accuracy improvements, MFS is a signi�cant advance because it allows us to
incorporate many desirable properties of the NN classi�er in a multiple model frame-
work. For example, one of the primary advantages of the NN classi�er is its ability to
incrementally add new data (or remove old data) without requiring retraining. MFS
maintains this property and new data can be added (old data removed) at runtime.
Another useful property of the NN classi�er is its ability to predict directly from
the training data without using intermediate structures. As a result, no matter how
many classi�ers we combine in MFS, we require only the same memory as a single
NN classi�er.

MFS has disadvantages and it should not be used indiscriminantly. In particular,
on domains with highly interacting features, such as Tic-Tac-Toe, the error rate can
increase too much in the feature subsets resulting in poor ensemble performance. MFS
also requires training whereas the NN classi�er does not. As with all multiple model
approaches, we lose comprehensibility compared to a single model. The individual
must judge if the potential accuracy increases is worth these disadvantages.

The analysis of MFS in this paper suggests several directions for future work:

1. Why does using random feature subsets work? We made an initial attempt at
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answering this question with our analysis of irrelevant features and the bias-
variance decomposition of error. But clearly more work needs to be done to
characterize the domains for which MFS is appropriate.

2. Implications for feature selection and feature weighting. The experimental re-
sults showed that combining multiple random feature subsets can signi�cantly
improve performance over the single best subset of features found by FSS or
BSS. This implies that instead of searching for the single best set of features,
we should be searching for multiple feature sets that work well together.

3. Accuracy Improvements. MFS is a simple combining method, and if possible we
would like to improve on it further. We investigated several alternate approaches
to improve accuracy including: (1) allowing di�erent number of features for
each classi�er, (2) weighting the votes by a function of accuracy, and (3) post
pruning the ensemble to remove poor classi�ers. However, initial experiments
on the development datasets did not indicate any accuracy advantages.

4. Speedup Improvements. In this paper, we concentrated on improving the accu-
racy of the NN classi�er and did not pay much attention to the computational
requirements. An open research area is how can we speed up ensembles of NN
classi�ers? Some obvious techniques to investigate include editing the proto-
types and postpruning the ensemble. Another approach is to take advantage of
the reduced dimensionality of the feature set used for the individual NN clas-
si�ers by using structures like KD-trees. KD-trees o�er fast O(log n) lookup
for the nearest neighbor, but only for low dimensional (say jF j < 10) datasets
[38]. Our results indicate that in many domains we can obtain accurate results
by combining NN classi�ers using very few features (on average MFS1 used
10.6 features, MFS2 used 8.3). This means that instead of using the NN clas-
si�er with all the features, we can use m NN classi�ers, each with only a small
number of features, and potentially obtain O(m log n) classi�cation speed while
improving accuracy.
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Appendix A: Parameter Selection Results

Table 7: Parameter selection results: average k or number of features selected.

Average Parameter Settings
Domain kNN FSS BSS MFS1 MFS2
Glass 2.0 5.6 5.7 4.3 3.5
Hepatitis 7.4 2.3 14.5 10.8 8.6
Ionosphere 1.0 4.8 21.6 7.0 6.9
Iris 8.6 1.4 2.3 2.8 3.4
Liver-Disorders 9.4 1.0 4.7 4.0 3.2
Pima Diabetes 11.8 1.1 7.2 4.5 4.2
Sonar 1.0 8.1 47.1 15.6 13.8
Annealing 1.0 8.2 8.6 32.1 22.6
Automobile 1.0 3.6 8.7 8.2 8.0
Breast Cancer 10.8 2.9 5.8 6.4 5.5
Credit 8.6 4.1 11.2 8.2 7.1
German 10.4 3.6 18.9 14.6 9.0
Horse Colic 12.6 3.6 13.5 9.6 7.6
Labor 2.8 2.7 7.5 5.8 6.2
Lymphography 6.2 4.4 13.8 14.8 9.9
Primary-Tumor 16.0 6.0 12.0 10.1 8.4
Satimage 3 10 33 14 11
Segment 1.0 4.9 10.7 10.6 7.8
Soybean-Large 1.8 13.9 22.5 26.4 18.1
Tic-Tac-Toe 1.0 7.2 9.0 9.0 8.9
Vehicle 5.0 6.6 12.5 11.5 6.1
Vote 4.4 4.2 9.3 12.1 9.1
Vowel 1 7 7 8 6
Waveform 14.4 7.2 17.0 10.4 7.9
Wine 8.8 4.4 7.7 3.9 4.1
average 6.0 5.2 13.3 10.6 8.3

Appendix B: Parameters for Bias-Variance Datasets

Twonorm : �1 = �2 = I, �1 = (a; a; : : : ; a), �2 = (�a;�a; : : : ;�a) with a = 2=
p
20,

P (class1) = P (class2) = 0:5.

Threenorm : �1 = �2 = �3 = I, �1 = (a; a; : : : ; a),�2 = (�a;�a; : : : ;�a), �3 =
(a;�a; a;�a; : : : ; a;�a) with a = 2=

p
20. Class 1 is drawn with equal proba-

bility from N1 � (�1; �1) and N2 � (�2; �2). P (class1) = P (class2) = 0:5.
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Ringnorm : �1 = 4I, �2 = I, �1 = (0; 0; : : : ; 0), �2 = (a; a; : : : ; a) with a = 1=
p
20,

P (class1) = P (class2) = 0:5.
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